




















● This project set out with this monster of a goal. Could they make an AI a truly 
useful coding partner for this super niche, incredibly complex piece of software 
for linguists? I mean, this isn't just about knowing a standard programming 
library.

● This is like the final exam for an AI's ability to understand context.





● Scripture use survey
● Messy, in Swahili
● Summaries





● I want to address the AI-lephant in the room. Some are fearful of AI, some are 
eager to take the easy route and sit back. I can understand when someone 
has been doing something one way for decades and they're reluctant to 
change before they retire, and they shouldn't have to change their ways, but I 
hope they’ll be curious.

● Every generation fears being replaced — by immigrants, by outsourcing, now 
by AI. But for missionaries, replacement is the goal. Sustainability means 
training the people who take our place. Bible translation already made that 
move — from missionaries with local helpers to local translators with expat 
consultants — and AI is just the next handoff. If someone else now do what I 
used to do, with or without AI, I'm free to go do the next thing.

● I use AI every day to expand my capabilities, but I choose to stay involved in 
the process and verify the critical results.













● Claude, Gemini and ChatGPT are general LLMs (Large Language Models) 
trained on “the Internet”, predicting the next “reasonable” word from that 
training data, and quite a bit more.

● Artificial intelligence and machine learning cover MANY old and new tools or 
techniques, but gradually LLMs have become synonymous with “AI” to most 
non-specialists.





● Most people who think AI is rubbish asked an LLM about their own specialty, 
then judged it by the first wishy-washy answer.

● This goes even more poorly if the data needed to construct the response was 
never made available digitally. It can “guess” but not manufacture data.



● Most AI “lies” (technically hallucinations) can be traced back to incomplete, 
false, contradictory, or vague training data.

● A “false” response in our software support agents can almost always be traced 
to a gap in the training literature and fixed by clarifying that literature.

● Directing those hallucinations is the AI equivalent to creativity and has given 
rise to AI art tools.





● An LLM presents text as through a viewfinder.
● Zoom in for one concept in fine detail, zoom out for the blurry whole domain, 

never both in the same answer.
● So you decide where to point it.
● Ask a silly/vague question, get a silly/vague answer.
● Drill down and you will discover the detail together.









● AI wrote that last one…I’m not that kind of nerd.





● Most people's first interactions with AI have been through Web interfaces. 
Copying and pasting the text that you want to work on into a web page and 
getting a response back to questions.

● This would be ChatGPT, Gemini or Claude on the Web.



● The LLM generally responds from general knowledge, because it knows 
VERY little about your context.

● A “brain dump” about the situation, context, and constraints as well as what 
you bring to the table before asking the question will nearly always garner a 
better response than a “cold” question.



● Later, we started giving the AI access to folders of documents and code.
● The LLM can now search and supplement its knowledge to create a fix that is 

adapted to your context, and you don't have to remember to “paste” it in.
● Extra Connectors/Plugins point the LLM to knowledge where it lives (email, 

Slack, Google Drive, external archives).
● Suddenly, the LLM can sort through the noise, find what's relevant, and solve 

real problems.
● This would be Claude Cowork or Code, or Gemini Antigravity.



● Make a plan of what this feature must generally do.
● Interactively determine what it must and must not do.
● Make a plan for implementing this feature from start to finish.
● Divide that plan into tasks.
● Write tests that won't pass until the feature is done right.
● The AI implements the plan step-by-step until all tests go “green”, asking 

clarification questions along the way.





● Today's LLMs read billions of documents.
● Nearly all in a handful of world languages.
● Once a language is decoded, new concepts slot in easily.
● That is why they feel fluent in English, French or Spanish.
● The fluency comes from volume, not understanding.





● More is often written about the language than in it.
● Early orthographies are fluid, so the text is inconsistent.
● Training data is scattered, unpublished or community-held.
● The largest document is often the New Testament.
● SIL AI Engineering works on exactly this gap.



● Know 9 words out of 10 and you can infer the tenth.
● Know none and there are no signposts at all.
● AI learns the same way: valid words, valid patterns, linked to concepts it 

already holds.
● So Scripture Forge needs many well-aligned books before drafts are usable, 

often a New Testament.



● It needs to see each word dozens of times, in different grammatical situations.
● It learns by example how creative it is allowed to be.
● You want creativity inside the grammar, not invented words or ungrammatical 

sentences.
● “Unicow” is not a real animal, but compounding rules and related concepts 

made the request comprehensible in English.









● Non-determinism is a liability when you want one repeatable answer, but it is 
an asset when you want options.

● Ask for twenty ideas rather than one; the weak ones clarify what you actually 
want from the good ones.

● The model never gets bored, tired, or defensive, so you can push back as 
many times as you like.

● Judgement stays with you: it generates the options, you pick the winner.



● LLMs are non-deterministic:
● Solve problem A for me… You get a reasonable response.
● Ask it in a new chat to solve problem A. You get a different reasonable 

response.
● Ask it in a new chat to solve problem A. You get a different reasonable 

response.
● Sometimes a single long chat will unintentionally change things that worked 

earlier. 



● “Let's analyze this problem and build a deterministic process or tool for 
determining a solution.”

● You get code or text that you can test, refine and tweak as far as you desire.
● In my experience: the first draft will get you 80% of the way there. The next 

cycle will add 10%. The next cycle adds 5%. With diminishing returns.
● But you can use the created script dozens or hundreds of times. No AI needed 

for further runs.



● Write an R script that determines the confidence of this conclusion.
● Maintain an audit trail of changes and transformations to the raw data.
● Build a survey wizard tool that helps users adapt an existing Keyman 

keyboard for their language.



● It’s nice to have an answer, but better to have proof.
● This process of “showing your work” makes processes measurable, 

improvable, and auditable.
● Responses drawn from the “black box” of AI aren't reproducible research in 

the same way you can't cite Wikipedia.



● I wish that I had taken the time to get to know you and your challenges to 
make targeted suggestions, but we haven’t







● How many of you work, at least partly, in some of these languages?
























